


Quality of Service in RouteFinder HOWTO

1. What is Quality of Service?

When a packet enters an interface, depending on the bandwidth available, the packets are either dropped or sent for further processing. In other words, it is based on best effort mechanism. IP does not provide facility to either drop/send packets on the basis of priority. It treats every packet as the same. Quality of Service addresses the issue on how to provide guaranteed service on the basis of priority.

2. What does Enabling of QOS in RouteFinder do?

Once QOS is enabled on the box, the traffic that is flowing through box is treated on the basis of the classification rules set up. QOS is not provided for traffic originating from the box (IPSEC traffic, proxy related traffic are exceptions) or for packets destined to the box.  QOS is enabled on all the three interfaces. The uplink bandwidth of every interface is configurable and its units are in KBit. 

In most cases, the user accesses the services available on the net from the LAN subnet. In other words, the uplink traffic flows from the LAN to WAN (or DMZ if Load Balancing is enabled). For prioritizing this traffic, rules should be setup for Wan or DMZ interface, However to control traffic flowing from the WAN/DMZ to the LAN, in other words, downlink traffic, the rules should be setup for LAN. More explanation on how to configure for controlling downlink traffic is explained later.

The default classes are defined as Classes of Service. Depending on the % share, the bandwidth is calculated for the three classes: High Priority, Low Priority and Default. Classification Rules can be setup for High Priority and Low Priority. All unclassified traffic will be sent through the default class.

3. What does Bandwidth indicate?

Bandwidth indicates the uplink bandwidth on three interfaces, they are given as configurable parameters. Their units are in Kbit. It indicates the maximum bandwidth that can be provided on the specific interface.

4. What are Classes of Service?

There are three Classes of Service

High Priority

Low Priority

Default

These classes assure a minimum guaranteed bandwidth for the traffic, this minimum value is calculated using the % share configured, and the maximum bandwidth is the net bandwidth configured on the interface. All unclassified traffic is sent through the default class. Classification rules can be setup for High Priority and Low Priority traffic.

5. How to add classification rules?

Classification Rules can be either service based or network based. An example of a service based rule is 

< FTP – HighPriority – LAN>. 

An example of a network based rule is

 < 4net – LowPriority – LAN>. 

Here LAN stands for the interface through which the packet goes out of the box. These are called as first level classification rules.

Every level has a level two,

 lets say for example we have a level one rule for FTP traffic, then to differentiate among FTP traffic coming from different networks, level two rules can be setup. 

Here there are four levels of priority ranging from 1-4 with 1 being the highest priority.

Note: By default, every level one rule has a default level two rule, which will have the maximum priority among the level two rules of that particular level one rule.

6. Levels of Classification

There are two levels of classification of traffic. 

At the first level, there is provision to add service based rules as also network based rules as explained above. 

For every service based level one rule, a second level rule (network based in this case) is provided to differentiate among the different networks. In the same way for network based level one rules, level two is based on services. Level 2 rules can be given priority ranging from 1-4. Remember the minimum guaranteed bandwidth for level 2 rules is the bandwidth of the related level one rule divided by the number of related level2 rules.

Eg: If a particular level one rule with a minimum guaranteed bandwidth of 500 KB, has one level two rule, the minimum guaranteed bandwidth of the level two rule is 250KB(since there is a default level two rule also).

The priority indicates that when bandwidth is available to be borrowed, the higher priority rule will be given preference.

Eg: Continuing with the above example, assuming there is no other traffic on the interface with a maximum bandwidth of 1000KB. The level one rule, which we have configured, can use up an extra bandwidth of 500KB.

It has two level two rules, the configured level two rules and the default level two rule. The default rule, which has more priority, will be treated first and given its share, which is equal to the minimum guaranteed bandwidth (250KB). Then the other level two rule is serviced.

7. What does LEVEL 2 on the GUI indicate?

For every level one rule, there can be corresponding level two rules, when LEVEL 2 is clicked, it will show only those level two rules, which are related to the specific level one rule. This is displayed in a different page, here one can perform all the operations on the level two rules. For plain viewing of the level two rules, one can do so by just clicking the '+' sign to the left of every rule.

Remember that deletion/editing/disabling of a level one rule is not allowed if there are related level two enabled rules. This is done so that a level two rule is never left orphan.

8. What does enabling/disabling of a classification rule do?

Whenever a classification rule is added, by default it is enabled. This adds a related IPTABLE rule to the FORWARD (in case of IPSEC and Proxy related traffic – OUTPUT) mangle with the necessary semantics. For example, if a classification rule is added for the FTP traffic, there will be a rule for TCP traffic port 20:21. When the rule is disabled, the IPTABLE rule is removed. Enabling/Disabling of a rule can be done through the check box provided.

9. How is bandwidth managed?

Initially when QOS is enabled, the bandwidth of the Classes of Service is measured using the share given and the uplink bandwidth configured on that interface. The bandwidth is the minimum guaranteed bandwidth, which can go up to the total bandwidth available on that interface depending on the traffic load.

For example, lets say High Priority traffic has a share of 50% on WAN, which has an UPLINLK bandwidth of 1000Kbit. Hence High Priority traffic will have a guaranteed bandwidth of 500Kbit, up to 1000Kbit provided no other traffic is flowing on that interface. 

Also if there are several rules belonging to the same priority, the bandwidth is further split among them. Continuing with the example. if say both FTP and TELNET have been classified as High Priority, they will have a guaranteed bandwidth of 250Kbit, with the ceiling as 1000Kbit. Hence it is necessary to configure only required number of rules, since larger number of rules can result in a High Priority rule having lower guaranteed bandwidth than say a lower priority rule.

Now lets consider the scenario when one has configured a level one rule and multiple level two rules for the same.

For example, lets say one has a FTP high Priority rule and a couple of network level two rules for the same. Every level one rule has four level two subsections. Continuing with the example, what this means is, let’s say the level two rules are for 1subnet and 2 subnet. Any FTP traffic that comes from any network other than these two will fall in the default level two subsection.

Every level two subsection will have a guaranteed bandwidth value which is the level one bandwidth divided by the number of level 2 rules. 

So, FTP from 1 subnet, FTP from 2 subnet, FTP from any other network will have a minimum guaranteed bandwidth of (500 Kbit/3). 


10. Which services and networks can be classified?

All the networks defined in the networks page can be classified. The services, which can be classified, are:

FTP 

H323

HTTP 

HTTPS

IMAP

POP3

PPTP

SMTP

SNTP

SOCKS

SQUID

SSH

TELNET

VOIP

AH

ESP

In addition user defined services and networks are also allowed.

11. How to set up rules to control downlink traffic?

The most important point to note here is that as far as downlink traffic is concerned, service level rule are of no significance here, because the service level rules are set up using specific destination ports, for eg: SSH – port 22.

To control downlink traffic, network level classification rules should be used.

Eg: Lets say one wants to access a particular FTP server on the net with a public ip 67.128.50.123. A user is trying to access this FTP server from his LAN 

( 192.168.1.0/24) and he wants the entire transaction to be prioritized. To achieve this, the following rules should be added:

Add a High Priority service rule for FTP traffic on WAN Interface.

Add a High Priority network rule for the host 67.128.50.123.

12. How does Load Balancing affect QOS?

When load balancing is enabled, all the rule that are setup for DMZ will be lost, since now DMZ acts as a separate connection to the web. All the classification rules that are set up for WAN will be duplicated for DMZ. Further the same logic is used for any rules that are newly added. Remember, when load balancing is enabled, rules cannot be added for DMZ. Once load balancing is disabled, DMZ will not have any rules.

13. How is IPSEC traffic classified?

IPSEC traffic is generated from the box, unless it’s acting as an IPSEC pass through. Classification rules can be set up for AH/ESP traffic. The difference here is that since the traffic is generated from the box, the rules are setup in the OUTPUT chain.

For example, lets consider one that has two rules setup

AH service rule

1 subnet rule with level 2 as High Priority.

Lets assume there is a tunnel between 1 subnet and two subnet, and say we have a SSH session between the two and packets are sent from 1subnet to the other. The IPSEC packets generated will have the src ip as that of the left gateway and they are generated from the box, hence the AH service rule will come into effect and not the network rule.

If however IPSEC packets are already generated from some box earlier, before RouteFinder, in which case it’s acting like a IPSEC pass through, the network rule will come into effect.

14. What does QOS logs indicate?

QOS logs indicate the IPTABLE rules added.

Also graphical representation of the traffic can be observed in the QoS subsection of the Statistics And Logs Page. It will show a graphical view of the traffic flowing through the High Priority, Low Priority and Default Class on every interface.

Currently, there is not a provision for graphs for every level one rule added.

15. Difference between disabling a rule and deleting a rule.

When a rule is deleted, the IPTABLE rule for the same is removed, and the bandwidth is reordered, if there are rules of the same priority.

However when a rule is disabled, the IPTABLE rule is removed, but no reordering of bandwidth is done, in other words all the traffic belonging to the disabled rule will now flow through the default class.

Note 1

Sometimes it is possible that conflicting rules are setup, eg. Suppose we have a high priority rule for FTP traffic and a low priority rule say for 1subnet, now if FTP session is started from 1subnet, the last IPTABLE rule, which matches the traffic properties, will come into effect. Remember when a rule is enabled, the IPTABLE rule is appended to the already existing rules, which can be different from the order in which they appear in the UI. Check the logs to see which rule comes into play.

Note 2

In order to ascertain that there are no orphans left, some checks are imposed.

By default, when a rule is added, it is enabled, hence if a level one rule is not enabled, addition of a level two rule for the same is not allowed.

Disabling of a level one rule is not allowed, if an enabled level two rule exists for the same. Disabling is allowed if the level two rule is disabled.

Deleting a level one rule is not allowed if there are any related level two rules irrespective of whether they are enabled or not.

If the level one rule is not enabled, enabling of related level two rule is not allowed.  

Also for configuring any rule, it is mandatory that QoS is enabled first.

Note 3

Due to the nomenclature used by the traffic classifier, the number of rules that can be setup are limited. The number of level one rules for High Priority as well as Low Priority on a particular interface is limited to 19.

Note 4

For packets generated from the RouteFinder box, example Proxy traffic, network rules are of no significance. For Proxy related traffic like HTTP, we make sure that the service level rule comes into effect irrespective of whether the traffic is generated from the box or is flowing through the box.

